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How to empirically assess the clinical benefit of precision treatment 

Oliver Kuß1  

1Institute for Biometrics and Epidemiology, German Diabetes Center, Leibniz Center for Diabetes Research at 
Heinrich Heine University Düsseldorf, Düsseldorf, Germany   
 
The idea of precision treatment – providing the right treatment for the right individual at the right time – is 
a current focus in clinical research, driven by the hope of optimizing care and ultimately improving quality 
of life. However, it is often overlooked that two prerequisites must be met for this approach to be clinically 
beneficial. First, there must be treatment heterogeneity – meaning the same individual should react 
differently to different treatments. Second, given treatment heterogeneity, there must be clinical 
predictors to identify treatments that work better than others in this treated individual. A well-established 
meta-regression approach exists to assess these two prerequisites, which relies on measuring the 
variability of a clinical outcome after treatment in placebo-controlled randomized trials. We applied this 
approach to the treatment of type 2 diabetes for the three clinical outcomes of HbA1c [1], body weight [2], 
and all-cause mortality [3]. In the talk, we will introduce the meta-regression approach, show its 
successful application to type 2 diabetes treatment and point to further methods to measure the clinical 
benefit of precision treatment. 

 
[1] Kuss O, Opitz ME, Brandstetter LV, Schlesinger S, Roden M, Hoyer A. How amenable is type 2 diabetes treatment 
for precision diabetology? A meta-regression of glycaemic control data from 174 randomised trials. Diabetologia. 
2023 Sep;66(9):1622-1632. 

[2] Vargas KG, Rütten T, Siemes B, Brockmeyer M, Parco C, Hoss A, Schlesinger S, Jung C, Roden M, Kelm M, Wolff G, 
Kuss O. Assessing the potential for precision medicine in body weight reduction with regard to type 2 diabetes 
mellitus therapies: A meta-regression analysis of 120 randomized controlled trials. Diabetes Obes Metab. 2024 
Jun;26(6):2139-2146. 

[3] Kuss O, Roden M, Schlesinger S, Hoyer A. The potential of precision diabetology for type 2 diabetes treatment-
evidence from a meta-regression for all-cause mortality from large cardiovascular outcome trials. Acta Diabetol. 2025 
Jul;62(7):1073-1080. 

 
 
 
  



 
 

Evidence based diagnostics: not one size fits all 

Mariska Leeflang1  

1Amsterdam UMC, University of Amsterdam, Amsterdam, The Netherlands 
 
The decision to use a test is usually based on evidence about the sensitivity and specificity of that test. 
Sensitivity and specificity are, however, not fixed properties of a test: depending on differences in 
populations where the test is used, its performance may vary. Furthermore, these estimates may be 
biased. In this presentation, we will discuss sources of bias and variation in diagnostic accuracy studies, 
and their consequences for systematic reviews of diagnostic test accuracy. We will also discuss the 
consequences of testing in relation to the relevance of diagnostic systematic reviews for policy makers. 

 



 
                                                                                                                                                                                              
Increasing response to questionnaires in a digital health cohort using non-monetary 
motivational incentives: a randomised factorial trial 

Jonas Frost1, Oliver Purschke1, Rafael Mikolajczyk1, for the DigiHero Consortium 

1 Institute for Medical Epidemiology, Biometrics and Informatics, Martin-Luther-University Halle-Wittenberg 

While cohort studies in epidemiology and public health increasingly face difficulties with initial 
recruitment, keeping recruited participants in the study and minimizing loss to follow-up is more 
crucial than ever. Digital health cohorts allow efficient and cost-effective longitudinal data 
collection but also struggle with participant engagement, especially when financial 
compensation is not feasible. Differential response to follow-up questionnaires increases the risk 
of bias. Non-monetary incentives such as personalized communication, motivation or promising 
feedback may offer an alternative to financial compensation. Their effectiveness in large-scale 
digital settings is unknown.  We will examine the effects of non-monetary motivational incentives 
on response rates in the German digital health cohort DigiHero. A randomized factorial trial will 
systematically vary six elements of invitation emails: salutation (impersonal vs. personal), two 
motivational framings (none vs. number of prior participations; none vs. underlining importance 
of participation), information about completion time (none vs. approximate time), lottery 
participation (none vs. small lottery vs. bigger lottery) and sender (study team vs. named vs. 
named with academic title). Each of these factors are varied with two to three alterations each. 
This design yields 144 unique combinations for the invitation email. Randomly assigning these 
emails, over 119,000 registered participants of DigiHero will be invited to a questionnaire and non-
responders will receive up to two reminders.  Analyses will focus on marginal response 
proportions and logistic regression models. Independent and interaction effects of invitation 
elements will be assessed, comparing the effectiveness of each varied factor.  Subgroup analyses 
will test differences by age, gender, and socioeconomic status.   This experiment will quantify the 
impact of non-monetary incentives on participation in a large digital cohort and will yield practical 
implications on the design of invitations to online questionnaires. First results will be presented 
at the workshop. 

 

 

 

 

 

 

 



 
                                                                                                                                                                                              
Statistical methods for the analysis of diagnostic test accuracy in clustered data settings - 
A systematic review of methods 

Daniel Dümmler1, Philipp Weber2, Frederike Vogel2, Antonia Zapf2, Nicole Rübsamen1 

1 Institute of Epidemiology and Social Medicine, University of Münster, Münster, Germany,  
2 Department of Medical Biometry and Epidemiology, University Medical Center Hamburg-Eppendorf, Hamburg, 
Germany 

Background: Diagnostic test accuracy (DTA) studies play a central role in evidence-based 
diagnostics and regulatory evaluation. While DTA metrics are well established, certain testing 
inherently generate complex clustered data structures, which require caution in estimation and 
interpretation (1–3). Clustered data arise when multiple observations are obtained from one 
individual: such as tests conducted at several lesions or repeated over time (4). These 
observations are typically positively correlated, and failing to account for intra-individual 
dependencies may lead to biased estimates and underestimated variance (4). Although various 
statistical methods have been proposed, no comprehensive synthesis or practice guideline 
currently exists to inform method selection, and ad hoc choices risk generating inconsistent 
evidence (4–6). 
Objectives: This review aims to identify, categorise, and evaluate statistical methods for 
analysing DTA in clustered data settings, focusing on approaches that address temporal and 
spatial clustering across common measures such as sensitivity, specificity, and area under the 
receiver operating characteristic (ROC) curve (AUC). 
Methods: A systematic review of methods is being conducted following a pre-registered protocol 
(7). Eligible studies include methodological articles, simulation studies, applied DTA studies, or 
systematic reviews. Studies unrelated to diagnostics, without clustering adjustment, or 
insufficient methodological description are excluded. Searches are conducted in MEDLINE, Web 
of Science, and Embase, supplemented by citation tracking and reference-list screening. Two 
reviewers independently screen, assess eligibility, and extract data. Results will be summarised 
primarily narratively, with structured comparisons by clustering type, framework, and DTA 
metrics, highlighting key features, limitations, and practical implications. 
Results & Discussion: As the review is ongoing, the findings reflect the current stage of work. The 
search strategy was finalised following iterative refinements to enhance precision without loss of 
marker-set recall. We retrieved 8270 records (inception-September 2025), of which 6800 remain 
after deduplication and are currently being screened. The data extraction form has been piloted 
and calibrated. At the workshop, we will present updated search results, early synthesis patterns, 
and discuss conceptual challenges encountered during the review, reflecting on synthesising 
methodological evidence from an interdisciplinary perspective. We will illustrate selected 
methods identified, highlighting how they address (or fail to address) clustered data structures in 
contexts where DTA might intersect with precision medicine. 

[1] Leeflang MMG. Systematic reviews and meta-analyses of diagnostic test accuracy. Clinical Microbiology and 
Infection [Internet]. 2014 Feb;20. Available from: https://linkinghub.elsevier.com/retrieve/pii/S1198743X14600434 
[2] Gönen M, Panageas KS, Larson SM. Statistical issues in analysis of diagnostic imaging experiments with multiple 
observations per patient. Radiology [Internet]. 2001 Dec;221. Available from:       



 
 

http://pubs.rsna.org/doi/10.1148/radiol.2212010280 
[3] Böhnke J, Karch A, Rübsamen N, Zapf A, Weber P, Kramer K, et al. Diagnostic test accuracy in longitudinal study 
settings: theoretical approaches with use cases from clinical practice. J Clin Epidemiol. 2024 May 1;169:111314.  
[4] Genders TSS, Spronk S, Stijnen T, Steyerberg EW, Lesaffre E, Hunink MGM. Methods for calculating sensitivity and 
specificity of clustered data: A tutorial. Radiology [Internet]. 2012 Dec 1 [cited 2025 Jul 23];265(3):910–6. Available 
from: https://pubs.rsna.org/doi/10.1148/radiol.12120509 
[5] EMA. Guideline on clinical evaluation of diagnostic agents. 2010; Available from: 
https://www.ema.europa.eu/en/clinical-evaluation-diagnostic-agents-scientific-guideline 
[6] Analysis of Multiple Reader and/or Multiple Test Studies. 2011 Mar 14 [cited 2025 Jul 23];297–328. Available from: 
https://onlinelibrary.wiley.com/doi/full/10.1002/9780470906514.ch9 
[7]  Dümmler D, Weber P, Vogel F, Zapf A, Rübsamen N. Statistical methods for the analysis of diagnostic test 
accuracy in clustered data settings - A protocol for a systematic review of methods [Internet]. 2025. Available from: 
http://dx.doi.org/10.37766/inplasy2025.8.0006 
[8] DFG - GEPRIS - Evaluation von diagnostischen Tests mit räumlich oder zeitlich geclusterten Daten (ClusterDiag) 
[Internet]. [cited 2025 Jun 13]. Available from: 
https://gepris.dfg.de/gepris/projekt/539658720?context=projekt&task=showDetail&id=539658720& 

 

 

 

 

 

 

 

 

 

 

 

 



 
                                                                                                                                                                                              
Binary meta-analysis with rare events - Pooling of studies within strata of randomization 
ratios 

Ulrich Gehrmann1, Madlen Sixtensson1 

1 Medizinischer Dienst Bund 

Binary meta-analyses of randomized controlled trials with rare events are associated with some 
difficulties. In particular, zero events in one or even both arms of a study complicate the estimation of 
relative effect measures such as the Odds Ratio (OR) or the Risk Ratio (RR). There are several methods for 
addressing this problem, all of which have advantages and disadvantages [1]. One tempting approach is 
to pool all studies in a single 2x2-table, and to calculate the estimates of OR or RR directly from this table, 
the so-called "crude" method [1]. A modification of this method has recently been proposed, using a 
multinomial model for the collapsed 2x2-table [2]. The original crude method was frequently used by 
regulators [1], probably because of its simplicity and the avoidance of zero frequencies. Unfortunately, it 
is prone to confounding, if the randomization ratio differs between studies. A prominent example is a 
meta-analysis from 2007 on the effect of Rosiglitazone on myocardial infarction [3]. In this example the 
point estimate of the pooled OR has even changed in the opposite direction to Peto's OR which can be 
seen as a milder form of Simpson's paradox [4].  Nevertheless, pooling of studies is still desirable in the 
case of rare events, particularly to reduce the occurrence of zero frequencies. We therefore propose a 
two-step-approach to overcome the confounding issue: first studies are pooled within strata of 
randomization ratios, followed by the second step of a conventional meta-analysis across strata. We 
applied this approach to the example of Rosiglitazone and to a recent meta-analysis of hyaluronic acid 
[5]. The results appeared robust and appropriate, which encourages further investigation of this method. 

[1] Bradburn MJ et al: Much ado about nothing: a comparison of the performance of meta-analytical methods with 
rare events. Statistics in Medicine 2007; 26: 53-77.  
[2] Kuss O: Methods for correlated and overdispersed count data for meta-analysis of binary outcomes. Presentation 
as part of the symposium: Recent Advances in Meta-Analysis, TU Dortmund University, June/July 2025.   
[3] Nissen SE and Wolski K: Effect of Rosiglitazone on the Risk of Myocardial Infarction and Death from 
Cardiovascular Causes. The New England Journal of Medicine 2007; 356:24: 2457-2471.  
 [4] Rücker G and Schumacher M: Simpson's paradox visualized: The example of the Rosiglitazone meta-analysis. 
BMC Medical Research Methodology 2008; 8:34: 1-8.   
[5] Pereira TV, Jüni P, Saadat P et al. Viscosupplementation for knee osteoarthritis: systematic review and meta-
analysis. BMJ 2022; 378: e069722. 

 

 

 

 
 



 
                                                                                                                                                                                                
Modeling the Effectiveness of Antibiotic Therapies Against Sepsis Using Continuous-time 
Hidden Markov Models 
 
Sophie Schmiegel1, Hannah Marchi1, Rainer Borgstedt2, Sebastian Rehberg2, Christiane 
Fuchs1,3,*, Sina Mews4 ,* 
 
1Data Science Group, Faculty of Business Administration and Economics, Bielefeld University, Germany  
2Department of Anaesthesiology, Intensive Care, Emergency Medicine, Transfusion Medicine and Pain Therapy, 
Medical School and University Medical Center OWL, Bielefeld University, Protestant Hospital of the Bethel 
Foundation, Germany   
3 Institute of Computational Biology, Computational Health Center, Helmholtz Munich, Germany   
4 Statistics and Data Analysis Group, Faculty of Business Administration and Economics, Bielefeld University, 
Germany   
*both authors contributed equally 
 
 
Sepsis is a life-threatening systemic inflammatory response to an infection in the body. A suitable 
antibiotic therapy within hours after diagnosis is crucial for lowering the risk of death and reducing 
serious consequences for the patients. However, microbiology information on which antibiotics 
are effective is only available 48 hours after diagnosis at the earliest. Therefore, the physicians 
need to decide on an antibiotic based on a paucity of data. As a result, the chosen antibiotic might 
be unsuitable to treat the particular pathogen afflicting the patient and the therapy may need to 
be adjusted quickly. A clinical decision support system could assist physicians to make the 
assessment about whether a given antibiotic therapy is effective.   With our work, we aim at 
constructing an approach to model the effectiveness of antibiotic therapies in sepsis patients 
that consists of two consecutive steps. The modeling in the first step is based on a three-state 
continuous-time hidden Markov model (ctHMM) to reveal the hidden health conditions of sepsis 
patients. We observe that the laboratory values lactate and procalcitonin are important 
indicators for the health conditions and use them as input for the ctHMM. The model provides 
state probabilities for each health record of the patients which are then reused to quantify the 
effectiveness of antibiotic therapies in a second step. To this end, we build up on the results of 
the ctHMM to consider two possible approaches, namely a multinomial logistic regression model 
and averaging of the state probabilities.  This work enables us to better understand the 
relationship between a patient's health records and the effectiveness of antibiotic therapies. 
Therefore, it is an important contribution towards a CDSS which supports physicians in quickly 
adjusting an ineffective antibiotic therapy and increases a patient's chance to survive a sepsis. 
 
 
 
 
 
 
 
 
 
 



 
                                                                                                                                                                                     
Evaluating imputation performance for missingness in adaptive N-of-1 trials 
 
Juliana Schneider1, Maliha Raihan Pranti2, Stefan Konigorski1,3 
 
1Digital Health Center, Hasso Plattner Institute for Digital Engineering, University of Potsdam   
2Faculty of Science, University of Potsdam   
3Hasso Plattner Institute for Digital Health at Mount Sinai, Icahn School of Medicine at Mount Sinai 
 

N-of-1 trials are multi-crossover trials in single participants, designed to estimate individual 
treatment effects. Participants alternate between phases of intervention and one or more 
alternatives.  In response-adaptive N-of-1 trials, the trial duration and burden of ineffective 
treatments can be reduced by allocating treatments based on interim analyses.   Bayesian 
approaches are directly applicable by updating posterior beliefs about effectiveness 
probabilities.     Furthermore, they allow inference for individual and aggregated effects.  Missing 
values occur, for instance, due to wavering adherence to the treatment schedule and other 
personal or external factors. This may happen randomly throughout the trial (Missing Completely 
At Random) or depend on factors such as time or the severity of symptoms.   Missing values 
require the appropriate adjustment of the adaptive allocation mechanism; however, the best 
approaches for short adaptive N-of-1 trials remain unknown. In fact, careful imputation of missing 
values is crucial, since sequential treatment allocation depends on past outcome values.    Here, 
we investigate the performance of different imputation methods for missing values in simulated 
adaptive N-of-1 trials. The imputation approaches use information either from only the individual 
or from all participants, and the adaptive N-of-1 trials are set up in a Bayesian-bandit design using 
Thompson Sampling. We evaluate the different imputation approaches in simulation studies of 
1000 adaptive n-of-1 trials, comparing two alternate treatments and their association with a 
normally distributed outcome.  We then juxtapose the posterior means and variances of fully and 
partly observed trial sequences against each other and the underlying true distribution, and study 
the Kullback-Leibler divergences among them. This serves to investigate the impact of 
missingness and different imputation methods on bias and efficiency in the estimation of 
treatment effect differences.    Overall, no method emerges as universally optimal, although all 
appear robust to the underlying missingness mechanisms. Posterior means generally show slight 
biases.  In scenarios with a true treatment effect, the optimal treatment is selected in most cases. 
In contrast, when no true effect is present, treatment selection is balanced.   Next steps may 
involve varying effect sizes, missingness frequencies and types across simulated patients; or 
including context variables, further imputation methods and longer trial durations. 

Meier D, Ensari I, Konigorski S. Designing and evaluating an online reinforcement learning agent for physical exercise 
recommendations in N-of-1 trials [Internet]. 2024 [cited 2025 Oct 23]. Available from: 
https://doi.org/10.48550/arXiv.2309.14156   

Kim W, Kim G, Paik MC. Doubly robust Thompson sampling for linear payoffs [Internet]. 2023 [cited 2025 Oct 23]. 
Available from: https://doi.org/10.48550/arXiv.2102.01229 
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Diagnostic test accuracy meta-analysis with multiple thresholds: New methods and 
implications for practice using the example of an anxiety questionnaire 

Alexander Hapfelmeier1, Ferdinand Stoye2, Annika Hoyer2, Klaus Linde1, Antonius Schneider1 

1Institute of General Practice and Health Services Research, TUM School of Medicine and Health, Technical University 
of Munich, Munich, Germany  
2Biostatistics and Medical Biometry, Medical School OWL, Bielefeld University, Bielefeld, Germany 

Background: The standard bivariate model for meta-analysing diagnostic test accuracy (DTA) 
determines the accuracy of an index test at a single threshold. This can result in biased, 
implausible and variable results due to reporting bias and omission of information from other 
thresholds. New methods have been proposed that model the distribution of DTA across all 
thresholds, mitigating these issues and extending the interpretability of DTA.   

Objective: To compare the models' ability to provide precise, plausible and consistent estimates 
when fit to the reported data or full data of the primary studies.  Materials and methods: We 
included primary studies from a recent systematic review that reported DTA of the GAD-7 
questionnaire for the target condition, generalized anxiety disorder (GAD). Authors were 
contacted to obtain full data on all observed thresholds. All models were then fitted to the 
reported data and the full data. Standard bivariate models were fitted separately to each GAD-7 
threshold while the new models simultaneously incorporated all thresholds.    

Results: Twelve studies were included, reporting a median (IQR) of 4.5 (1.8-15.0) of the possible 
22 GAD-7 thresholds. Only 3 studies published full information. In total, the DTA of 96 thresholds 
was published. This number increased to 249 by requesting additional information from the 
authors, who then provided it for 17-22 thresholds each.  The average (maximum) absolute 
difference between sensitivity estimates using published or full data was 0.095 (0.264) for the 
standard bivariate model. With the new models, this deviation ranged between 0.013 and 0.091 
(0.009-0.185). The difference in specificity estimates was 0.046 (0.128) for the standard bivariate 
model and 0.007-0.023 (0.012-0.139) for the new models. DTA estimates of the new models had 
a higher precision. Estimated predictive values showed implausible (i.e. non-monotonic) 
relations to the threshold values when using the standard bivariate model.   

Discussion: Selective reporting is a persistent issue in primary diagnostic studies. Results of our 
application are in line with previous simulation studies and other empirical comparisons, showing 
that the new models produce more consistent and precise estimates. These properties are of 
particular importance for the application-relevant predictive values. 

 

 

 



 
                                                                                                                                                                                                
Subgroup Analysis in Diagnostic Test Accuracy Meta-Analysis: A Systematic Review 

Lukas Mischinger1 , Angela Ernst1 , Bernhard Haller1, Alexander Hapfelmeier1,2 

1Institute of AI and Informatics in Medicine, Klinikum rechts der Isar, Technical University of Munich, Munich, Germany 
2Institute of General Practice and Health Services Research, Klinikum rechts der Isar, Technical University of Munich, 
Munich, Germany 

Background: This systematic review aimed to provide an up-to-date overview of subgroup 
analyses in diagnostic test accuracy (DTA) meta-analyses, evaluating factors associated with 
their use, their frequency, characteristics, and alignment with current methodological 
recommendations.  Methods: We included diagnostic test accuracy meta-analyses published in 
2024 that reported at least one pair of summary sensitivity and specificity.    

Results: From 403 records identified, the latest 100 diagnostic test accuracy meta-analyses were 
included, each contributing one index test to the synthesis. Among these, subgroup analyses 
were reported for 61. The number of primary studies was positively associated with reporting of at 
least one subgroup analysis (OR = 1.66, p = 0.008) and on the median, each subgroup was 
substantiated by data from 6 primary studies. Subgroup analyses within study strata were applied 
in 35/61 (57%), while 26/61 (43%) used meta-regression, alone or in combination with 
stratification. Stratified analyses typically involved fewer subgroup-defining variables, whereas 
meta-regression examined substantially more (p < 0.001). Among the 44 out of 61 (72%) cases 
that provided sufficient methodological detail to identify a statistical model used for subgroup 
analyses, the bivariate model was applied in 28/44 (64%), univariate random-effects models in 
14/44 (32%), and the HSROC model in 5/44 (11%). Formal tests for subgroup differences were 
reported in 37/61 (61%) of meta-analyses.  Those that reported at least one statistically significant 
difference tended to investigate a larger number of subgroup-defining variables than those 
without (p = 0.002). A study protocol was available in 43/61 (70%) analyses; of these, 19/43 (44%) 
fully pre-specified the subgroup analyses. Analyses that were specified in advance assessed 
markedly fewer subgroup variables than those including post hoc investigations (p < 0.001).   

Discussion: Subgroup analyses in DTA meta-analyses are common and more likely in reviews 
with a larger number of primary studies. Clear reporting of statistical models and awareness of 
appropriate model choice for subgroup analyses were lacking in a substantial number of reviews. 
To avoid undue emphasis on spurious results, greater adherence to pre-specification of subgroup 
analyses in protocols is warranted.      

 

 

 

 



 
                                                                                                                                                                                                  
Statistical Methods for Quality Assurance and Transparency in Healthcare 

Jennifer Pohle1 

1 Institute for Quality Assurance and Transparency in Healthcare (IQTIG), Berlin 

The Institute for Quality Assurance and Transparency in Healthcare (IQTIG) is the central 
institution for statutory quality assurance in the German public healthcare system. Among our 
main responsibilities is the evaluation of the quality of care of hospitals, practicing physicians and 
psychotherapists. To measure the quality of care, we develop and evaluate quality indicators in 
many different clinical areas such as cardiology or orthopedics and trauma surgery.   This talk 
gives an overview of the statistical methods we use to evaluate these quality indicators, focusing 
on two applications to improve treatment quality: 1) Performance outlier detection for regulatory 
measures and 2) public reporting to increase the transparency for the general public. For the 
latter, we suggest a hospital quality index to make results transparent and more accessible.  We 
further discuss the problem of comparing providers results with different patient populations 
(case mix) and largely varying caseloads. In both applications, we employ Bayesian methods. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 
 

How many subgroup analyses are false (-positives or negatives)? – Evidence from p-value 
distributions of interaction tests and mixture models in diabetes research 

Oliver Kuß1,2,3, Tim Mori1,2 

1Institute for Biometrics and Epidemiology, German Diabetes Center, Leibniz Center for Diabetes Research at 
Heinrich Heine University Düsseldorf, Düsseldorf, Germany   
2German Center for Diabetes Research, Partner Düsseldorf, München-Neuherberg, Germany  
3Centre for Health and Society, Faculty of Medicine, Heinrich Heine University Düsseldorf, Germany 
 

Subgroup analyses are frequently reported results from randomized trials. They help to identify 
heterogeneity in the average treatment effect, which occurs when this average effect varies 
across different categories of a subgroup factor, like age, sex, or disease severity. If treatment 
effects are different across subgroups, this information can help to personalize treatment 
decisions. However, the limitations of subgroup analyses are also well known. Since each 
subgroup analysis involves a separate statistical test, performing many of them increases the 
likelihood of finding false-positive results, that is, statistically significant results for actually true 
null hypotheses (type I error). On the other hand, subgroups have smaller sample sizes than the 
overall trial population, which means that they often lack the statistical power to detect a true 
subgroup effect, leading to a higher risk of false-negative results (type II error). Despite the high 
risk of false findings in subgroup analyses, there is surprisingly little empirical research 
quantifying the actual proportion of false subgroup analyses. 

We reiterate the basic idea of these analyses, which was developed more than 20 years ago for 
microarray analyses but has apparently never been applied to subgroup analyses in clinical 
research. The basic building blocks for our analyses are the p-values from the subgroups' 
interaction tests. It is assumed that these p-values originate from two component distributions: 
the first describes the true null hypotheses (yielding a uniform distribution of p-values), and the 
second describes the false null hypotheses—that is, the true subgroup effects. These two 
distributions are combined in a 2-component mixture model. We fit the model to obtain estimates 
of the proportion of true null hypotheses and the parameters for the second distribution of p-
values from the false null hypotheses. Simultaneously, the proportions of false-positive and false-
negative results are estimated as predictive values, treating the subgroup interaction test as a 
standard diagnostic test. 

In our motivating example, we collected 292 p-values of interaction tests from 17 large 
randomized trials, utilizing data from 141,695 study participants. We further introduce some new 
distributions with varying numbers of parameters to extend the initially proposed restricted beta-
uniform mixture (BUM) model. Depending on the mixture model, the proportion of false-positive 
results lies between 53% and 60%, the proportion of false-negative results between 13% and 
25%, signaling that exaggerating subgroup effects is a more serious problem than missing them 
in diabetes research. 


